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Abstract—High-Performance Computing (HPC) can quickly
process scientific data and perform complex calculations at
extremely high speeds. A vast increase in HPC use across
scientific communities is observed, especially in using parallel
data science methods to speed-up scientific applications. HPC
enables scaling up machine and deep learning algorithms that
inherently solve optimization problems. More recently, the field
of quantum machine learning evolved as another HPC related
approach to speed-up data science methods. This paper will
address primarily traditional HPC and partly the new quantum
machine learning aspects, whereby the latter specifically focus on
our experiences on using quantum annealing at the Juelich Supercomputing Centre (JSC). Quantum annealing is particularly
effective for solving optimization problems like those that are
inherent in machine learning methods. We contrast these new
experiences with our lessons learned of using many parallel data
science methods with a high number of Graphical Processing
Units (GPUs). That includes modular supercomputers such as
JUWELS, the fastest European supercomputer at the time of
writing. Apart from practice and experience with HPC co-design
applications, technical challenges and solutions are discussed,
such as using interactive access via JupyterLab on typical batchoriented HPC systems or enabling distributed training tools for
deep learning on our HPC systems.
Keywords—High-Performance Computing; Software Framework; Machine Learning; Deep Learning; Quantum Computing

I. I NTRODUCTION
Many scientific and engineering user communities increasingly use High-Performance Computing (HPC) with parallel
data science methods to speed-up their Artificial Intelligence
(AI) applications worldwide in general and at our Juelich
Supercomputing Centre (JSC)1 in particular. Examples include
the many AI user communities of our Helmholtz AI Unit2 at
JSC [1], or in specific EU research projects such as the European Centre of Excellence - Research on AI- and SimulationBased Engineering at Exascale (CoE RAISE)3 . In close collaboration with JSC, the Simuluation and Data Lab Remote
Sensing4 of the Icelandic HPC (IHPC) National Competence
Center (NCC) for HPC and AI increasily use HPC resources
at scale that contribute to the findings of this paper. Examples
include using Generative Adversarial Networks (GANs) on
1 https://www.fz-juelich.de/ias/jsc/EN/Home/home_node.html
2 https://www.helmholtz.ai/themenmenue/our-research/consultant-teams/index.html

HPC [2] or using Convolutional Neural Networks (CNNs) with
a large number of Graphical Processing Units (GPUs) to solve
complex remote sensing problems [3, 4, 5, 6].
This paper provides insights in how the above mentioned
practices and experiences in using HPC to speed-up data
science methods shaped the unique AI software framework
layout design of the CoE RAISE by using application codesign5 . It describes how the design of this framework is based
on profound lessons learned gained in using cutting-edge HPC
resources with parallel data science methods and AI algorithms
over the last years. Adopting HPC at scale for AI researchers
is still challenging (i.e., combination of AI/HPC components
unclear, etc.), one goal of this framework is to provide a
blueprint for new AI/HPC communities capturing our lessons
learned. While this paper focuses on using traditional HPC
resources with data science methods, we are not loosing sight
of the latest developments of using Quantum Computing (QC)
for AI. Hence, this paper also takes into account our recent
experiences [7, 8, 9] of using novel quantum annealer systems
to perform Quantum Machine Learning (QML).
The remainder of this paper is structured as follows. While
the scene is set in Section I, Section II reviews related work
and compares existing approaches to our approach of designing an AI software framework to foster existing experience and
lessons learned using HPC. Section III then provides details
about our gathered practice and experience of using AI models
on cutting-edge HPC resources over the years, also including
the latest findings of our CoE RAISE project. In Section IV,
we further identify important functionalities of an AI software
framework for Exascale by describing lessons learned from
our application co-design activities at the JSC (in collaboration
with the University of Iceland) in general, and CoE RAISE
in particular. Section V then presents the core building blocks
of our AI framework design based on our lessons learned as
well as practice and experience scaling up towards Exascale
over the last years. Since our experiences with QC are still
relatively less compared to traditional HPC resources, but
acknowledging that it is important for AI, we discuss the
integration approaches of novel quantum annealing techniques
in Section VI. This paper ends with some concluding remarks.

3 https://www.coe-raise.eu/
4 https://ihpc.is/simulation-and-data-lab-remote-sensing/
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5 https://www.coe-raise.eu/news-2021-05
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II. R ELATED W ORK
In the context of our CoE RAISE that focus on data science
methods towards Exascale using HPC, there is the European
Center of Excellence in Combustion (CoEC)6 that also works
on similar engineering-oriented use cases. In contrast to CoE
RAISE however, the CoEC focus on combustion with physic
use cases and thus does not include very much data-driven
use cases and additionally does also not primarily focus on
AI methods towards Exascale.
In more detail, our identified data science methods in the use
cases as shown in Table I have been used in HPC with other
use cases and thus we survey this related work here. AutoEncoder (AE) [10] and Convolutional Auto-Encoder (CAE)
have been used with HPC in computational fluid dynamics
(CFD) as described by Glaws et al. in [11], but not including
elements of a larger framework as shown in this paper. The
same is true for Physics-Informed Neural Networks (PINNs)
that are a specific form of a new general approach in AI called
Physics-Informed Machines Learning (PIML) [12].
Feed-forward Artificial Neural Networks (ANNs) and its
specific variants like Radial Basis Function Artificial Neural
Networks (RBF-ANN) are considered rather shallow learners
and as such do not require much HPC resources. As a consequence, scaling up ANNs and integrating them into a software
framework towards Exascale is rather unique in CoE RAISE.
But real DL models like Convolutional Neural Networks
(CNNs) or its specific variants like U-Nets [13] or Residual
Networks (RES-NET) are used with HPC as benchmarks, e.g.
by Jiant et al. in [14]. In contrast, our framework design is
influenced by using RES-NET with applications as shown in
[6] using more than 128 GPUs in parallel with pyTorch-DDG
or Horovod, including hyper-parameter tuning with Raytune.
Neural Operators (NOs) and specific variants like Fourier
NOs (FNOs) are a very particular ML-based methods to model
2D turbulent flows [15]. Some related work of NOs and FNOs
in data and physical sciences using HPC are described in the
special issue by Xue et al. in [16], but do not consider usually
the larger software framework blueprint of the HPC ecosystem
that is the focus in this paper. The same is true for using very
specific Statistical Methods (SMs) such as Auto-Regressive
models (ARs), AR Moving Average models (ARMAs), or AR
Integrated Average models (ARIMAs) [17]. Also we found no
evidence of co-designing larger software framework aspects
of HPC or using HPC at scale with the very specific Graph
Neural Networks (GNNs) used at CERN before CoE RAISE
such as ML Particle Flow (MLPF) [18] or JEDI-NETs [19].
Recurrent Neural Networks (RNNs) like Long Short-Term
Memory (LSTM) or Gated Recurrent Units (GRUs) have
been used with HPC, but are mostly applied to language
datasets and not as much to physical time series as within CoE
RAISE. Finally, Generative Adversarial Networks (GANs) and
its specific variants Wasserstein GANs (WGANs) [20] are also
used by others, but not in the direct contact of large-scale HPC
software framework designs.

Figure 1. Relevant HPC ecosystem factors influencing the
unique AI framework layout design of CoE-RAISE.
III. P RACTICE AND E XPERIENCE WITH RELEVANT
T ECHNOLOGIES TO S PEED -U P DATA S CIENCE M ETHODS
Based on our profound practice and experience, this section
provides identified technologies that are relevant for the AI
framework without loosing sight of the larger ecosystem, such
as HPC systems and relevant standards. As this paper focuses
on the framework, official sources are referenced as much as
possible without losing sight of the essential elements of each
topic. Figure 17 shows the relevant HPC ecosystem factors
influencing the unique AI framework layout design of CoE
RAISE. As shown in Figure 1, this ecosystem represents an
unprecedented Exascale hardware infrastructure (cf. Figure 1,
item 1). Based on this solid foundation, a seamlessly usable
and versatile software infrastructure (cf. Figure 1, item 2) is
critical for accelerating convergence through new AI tool sets
that are ready to scale for enormous quantities of data. CoE
RAISE is performing application co-design based on a variety
of use cases8 . It considers AI requirements of compute-driven
use cases (cf. Figure 1, item 3) using numerical methods based
on known physical laws. CoE RAISE also addresses AI requirements of data-driven use cases (cf. Figure 1, item 4) with
large measurement device datasets and focuses on AI methods.
All these four main key factors and their requirements shape
the design of the unique AI framework (cf. Figure 1, item 5)
to be usable by many other use case applications outside the
CoE RAISE consortium.
A wide variety of AI technologies influence the unique AI
framework, while CoE RAISE emphasizes those relevant for
Exascale and can leverage HPC system environments. In the
following, these technologies are briefly described with a focus
on their unique selling propositions for CoE RAISE. A general
observation in RAISE in particular and in the AI community
is that Python is the preferred language for Machine Learning
(ML) and Deep Learning (DL) using AI technologies. It
7 https://www.coe-raise.eu/ai-exascale

6 https://coec-project.eu/
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8 https://www.coe-raise.eu/use-cases
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TABLE I. S PECIFICATIONS OF THE DEEP-EST DAM P ROTOTYPE
Use Cases
Details
AI for turbulent boundary layers
AI for wind farm layout optimization
AI for data-driven models in reacting flows
Smart models for next generation aircraft engine design
AI for wetting hydrodynamics
Event reconstruction and classification at the CERN HL-LHC
Seismic imaging with remote
sensing for energy applications
Detect-free metal additive manufacturing
Sound Engineering

AE
PINN ANNs
CNNs
NO SMs
GNNs
RNN
GAN
CAE
ANN RBF- URES- FNO AR ARMA ARIMA MLPF JEDI- LSTM GRU WGAN
ANN Net NET
NET
X
X
X
X
X
X
X
X
X
X

X

X

X

X

X

X

also works seamlessly with C and C++ code modules that
are relevant in CoE RAISE when intertwining AI methods
with traditional simulation science codes often written in
these languages. From a license perspective, many of the
AI technologies are free and open-source, being communityfriendly and guaranteeing improvements in the long run. Also,
already existing libraries that often enable solutions for given
AI problems are also briefly listed in the next sections.
A. Basic AI frameworks, tools, and libraries
All use cases in CoE RAISE use innovative approaches
of DL networks. Therefore, frameworks, tools, and libraries
supporting the use cases are of primary interest to RAISE.
One of the most popular open-source libraries is TensorFlow9
(originally developed by Google) that enables the development
and training of DL models. More recently, it also comes
directly packaged with the intuitive high-level Application
Programming Interface (API) called Keras10 that enables easy
model building, rapid prototyping, fast model iteration, and
easy debugging. TensorFlow (with Keras) is available on
almost all HPC machines in the community and is adopted in
many commercial cloud platforms today. An increasing uptake
of the PyTorch DL library11 for Python (originally developed
by Facebook) is observed in CoE RAISE. For CoE RAISE,
the relevance lies in its strong support for C++, e.g., through
C++ interfaces. This library is also customizable to develop
and train a wide variety of DL models, and is already widely
used in the HPC community. There are many other basic DL
frameworks, tools, and libraries available such as Theano12
(recently renamed to Aesara because Theano development
stopped) or the more broadly used MXNet13 . As both are not
used in any CoE RAISE co-design applications, they are not
influencing the design of the CoE RAISE AI framework.
9 https://www.tensorflow.org/
10 https://keras.io/
11 https://pytorch.org/
12 https://github.com/aesara-devs/aesara
13 https://mxnet.incubator.apache.org/versions/1.8.0/

MIPRO 2022/DS-BE

X
X

X
X

B. Distributed Deep Learning towards Exascale
One of the key concerns of CoE RAISE is the scalingup of distributed DL techniques, which is necessary due to
CoE RAISE’s continuously increasing volume and complexity requirements demanding Exascale resources. In addition,
hyper-parameter optimization and AutoML techniques execute
the same basic models with different hyper-parameter configurations that add to the demand for computational Exascale
resources. A thorough overview of low-level distributed DL
training techniques leveraging parallel and scalable methods
on HPC systems is given by Tal Ben-Nun et al. in [21].
An open-source library for distributed DL for CoE RAISE is
Horovod [22] (originally developed by Uber for TensorFlow),
which abstracts the complex TensorFlow functionalities. It thus
supports other basic DL libraries mentioned above such as
PyTorch or MXNet. Horovod offers quite good usability in
the sense that adding/changing just a few lines of code to
enable the scale-up of DL models. Horovod is often installed
on European HPC systems and is used by many scientific
communities to include multi-GPU computing in parallel DL
model training. For CoE RAISE, the PyTorch Distributed Data
Parallel (DDP) module [23] that is a built-in approach to
parallelize the training of DL models across multiple GPUs
is also of interest. In other words, PyTorch does not require
explicitly written lines of code for scaling-up like Horovod
does. This framework is also very popular in our experience,
given its built-in feature for scaling-up among many scientific
and engineering communities.
IV. A PPLICATION C O -D ESIGN L ESSONS L EARNED
This section informs about our application co-design process insights, and the identified concrete use case AI requirements (cf. Table I), and lessons learned when working
with the range of technologies identified of being relevant in
Section III. The lessons learned that contribute to a unique AI
framework design in CoE RAISE are driven by four different
factors (see Figure 1): (1) hardware infrastructure, (2) software
infrastructure, (3) compute-intensive use cases, and (4) dataintensive use cases. As a whole, they contribute to HPC and AI
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Figure 2. Lessons learned of application co-design creating a unique AI software framework blueprint towards Exascale.
technical requirements with respect to software and hardware
of a unique AI framework, ready for Exascale.
One of the most important goals of CoE RAISE is to support
AI towards Exascale using cutting-edge HPC systems and as
such building, training, and evaluating ML and DL models is
considered most important. The design and discussion sessions
in the continuously accessible virtual CoE RAISE Interaction
Rooms [24] enabled the identification of an initial set of
relevant AI/HPC methods shown in Table I. A key requirement
of the CoE RAISE AI framework is thus to support the
design, development, and use of AI models of this matrix.
In other words, Table I represents the requirements analysis
and lessons learned with respect to the model side of the
AI framework. Its DL libraries, packages, and tools need
to support these models and enable thus a speed-up of data
science methods. We reviewed similiar HPC approaches of our
identified data science methods already in Section II, and all
of them share distinct properties that are important to consider
when designing the blueprint for the software framework. As
a consequence, they are adopted quite differently in all the
CoE RAISE co-design applications shown in Table I.
Apart from the above listed AI/HPC methods and model
requirements per use case, there exist further software and
hardware infrastructure requirements that have been identified
during the Interaction Room process and that are based on
profound lessons learned. They are rather seen as general
design requirements for the RAISE AI framework as shown
in Figure 2. The requirements are numbered as Requirement
#X (RQX) to reference them in Section V of this paper, where
the overall AI framework design is described, and to explain
how CoE RAISE aims to address those requirements.

V. AI S OFTWARE F RAMEWORK L AYOUT D ESIGN
Figure 2 shows the AI software framework layout that
captures our lessons learned over the years and that satisfies
CoE RAISE use cases. As a software framework, still taking
into account hardware infrastructure constraints, it provides a
‘standard way’ to build and deploy AI applications in RAISE
and is a universal, reusable software environment that provides
particular functionality as part of a larger software platform,
e.g., including specific HPC system module deployments, to
facilitate the development of AI use cases in CoE RAISE.
Based on the requirements, the software framework includes
supporting programs, code libraries, toolsets, and APIs that
bring together all the different components to enable development of AI models of Compute-Intensive CoE RAISE Use
Cases (cf. Figure 2, item A) and Data-Intensive CoE RAISE
Use Cases (cf. Figure 2, item B). One of the goals of this
reference architecture is also to enable other Exascale HPC
and AI Community Use Cases (cf. Figure 2, item C) such as
those driven by other CoEs or future Digital Twins such as
Destination Earth14 .
To address the requirements stated in Figure 2, the reference architecture needs to support low-level access such as
SSH (RQ5) and high-level access methods such as Jupyter
notebooks (RQ4). In this initial blueprint, the core building
block to enable low-level access is via SSH protocols using
batch scheduler scripts for automation (cf. Figure 2, item D).
The requirement analysis of the CoE RAISE use cases revealed
that an interactive access via Jupyter notebooks is also required
(cf. Figure 2, item E) to enable quick and rapid prototyping
14 https://digital-strategy.ec.europa.eu/en/policies/destination-earth
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of DL algorithms. In this context, it is possible to create SSH
sessions out of Jupyter notebooks on HPC systems.
The framework needs to be hardware-agnostic with respect
to accelerators (RQ8) and requires a high I/O performance
capable of working with large quantities of data (RQ9). To
enable fast portability between different DL frameworks and
reproducibility (RQ6), the unique AI framework needs to
abstract the specification of specific tasks (RQ2) by using the
ONNX format (cf. Figure 2, item F). A more comprehensive
view on use cases reveals the requirements that platforms like
MLFlow (cf. Figure 2, item G) should be supported to share
and re-use existing AI models among the broader AI and HPC
community (RQ6).
To map the above rather abstract specifications to specific
software and hardware infrastructure via the Facade pattern
(cf. Figure 2, item H), the unique AI framework layout
design employs an abstract wrapper functionality that maps
the abstract specifications to concrete software and hardware
configurations (RQ1) of available HPC systems (cf. Figure 2,
item I), encapsulating users from the need to know about lowlevel version details. In this context, it is important to check
what versions are available in what modules on the specific
HPC systems (cf. Figure 2, item J) as CoE RAISE’s use cases
considered this a major obstacle for using AI technologies on
HPC systems today.
The reference architecture in Figure 2 includes specific versions of packages within its software infrastructure provided
by HPC centers. Those software packages are basic science
libraries (cf. Figure 2, item K) as mentioned above. The
RAISE reference architecture also leverages specific harmonized versions of the DL packages TensorFlow and PyTorch
(cf. Figure 2, item L), as well as PyTorch-DDP and Horovod
for scaling towards Exascale (cf. Figure 2, item M). At the
time of writing, the complementary benchmark activities of
CoE RAISE investigate scaling and its limits when using these
packages particularly with respect to their scalability towards
Exascale.
The reference architecture in Figure 2 also includes a
hardware infrastructure that deploys the software infrastructure
above and that is accessible to CoE RAISE use case members.
Among the HPC systems available to RAISE are the DEEP
prototype (cf. Figure 2, item N), the JUWELS system at JSC
(cf. Figure 2, item O), the MareNostrum system at BSCCNS (cf. Figure 2, item Q), and others. To enable portability,
users of the AI framework for RAISE based on this reference
architecture are able to use specially prepared containers with
use-case specific software stacks prepared based on Singularity
(cf. Figure 2, item P).
We above listed all major components of the framework,
while it still lacks to address novel emerging types of HPCrelated computing techniques such as Neuromorphic computing or Quantum Computing (QC). While we report in the next
section briefly about our experience in QC, we observe in CoE
RAISE and other applications that more research is needed still
to fully integrate those into our software framework design
today.
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Figure 3. Integration of QC in the MSA connecting to our
software framework on network level.
VI. T OWARDS INTEGRATING Q UANTUM C OMPUTING
QC includes a broad range of approaches (e.g., gate-based
approaches, or quantum annealing, etc.), but paves the way for
an enhancement of computing capabilities beyond traditional
HPC resources addressed above. Being a very novel research
topic in the context of data sciences, QML aims at developing
ML models specifically designed for quantum computers.
The interest towards QML has increased, also due to the
development of the first prototypes of quantum computers.
Our experience is based on using prototypes of the DWave 2000Q Quantum Annealer (QA) as we described in
[9] using traditional Support Vector Machines (SVMs). More
recent experience [7, 8] that we also discuss in this paper is
based on using D-Wave’s next-generation quantum processor
5000+ qubit Advantage that is now part of our Juelich UNified
Infrastructure for QC (JUNIQ)15 . Our experience, however, in
the light of this paper reveals, that the software framework
environment and operation of the systems is partly different.
Examples include libraries such as the Ocean Software Development Kit (SDK)16 from D-Wave for programming QAs
with Python that is basically similar like using other Python
libraries (e.g., TensorFlow, PyTorch, NumPy, etc.) and could
be integrated into our framework.
But the way of how we integrate quantum annealers into
larger HPC systems and its software ecosystem is rather
similar like using accelerators with Graphical Processing Units
(GPUs) from NVidia with data science methods. In other
words, to connect seamlessly from cutting-edge HPC systems like JUWELS that adopt the Modular Supercomputer
Architecture (MSA) [25] shown in Figure 3, we use Quantum Modules with Quantum Nodes (QN) for very specific
problems only (e.g., solving optimization problems in ML
algorithms) connecting rather on the networking level. While
the integration into our framework can be done, we also
observe limits (e.g., only small number of datasets to be used
by QA currently compared to ’big data’) that is our rationale
to not include it already in the software framework today.
15 https://www.fz-juelich.de/ias/jsc/EN/Expertise/JUNIQ/_node.html
16 https://docs.ocean.dwavesys.com/en/stable/
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VII. C ONCLUSION
We can conclude that our framework provides kernels for
Jupyter notebooks with correct version setups of modules
for specific HPC systems addressing RQ1, RQ2, RQ4, and
RQ5. Furthermore the approach os using a lightweight and
abstract Python API building on ONNX to enable easy
exchange with MLFlow/ClearML addressing RQ3 and RQ6
seams feasible too when talking with end user communities.
That also includes abstracting from low level versioning of
AI packages (with proven scalability) on HPC resources and
is harmonized with different available HPC system module
versions addressing RQ1, RQ2, RQ8, and RQ9. Finally, a
promising approach is to provide containers in Singularity
with prepackaged datasets and required software stacks needed
for AI models addressing RQ6 and RQ7. This environment
needs to be able to work with large-scale datasets and having
good I/O performance addressing RQ9. Additionally, those
environments are underlying hardware-agnostic addressing
RQ8. Finally, future work will integrate QC and QA more
seamlessly to use quantum modules as ’unique accelerators’.
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