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Abstract—To perform domain discretization efficiently, a
data structure that allows for efficient point storage and
spatial indexing is required. Such a structure must offer
efficient dynamic element insertions and point neighbor
lookups. In order to fully utilize the modern CPUs present
in state-of-the-art computers, the structure should also allow
for multiple threads of execution to simultaneously access
and modify the structure in a safe and predictable manner.
While many structures exist which allow for simultaneous
lookups, most do not allow for simultaneous insertion. In this
paper we present Polyp, an indexing data structure which
allows for simultaneous multithreaded lookups and insertions
of points of arbitrary dimensionality, implemented in C++.
We present the approach to thread safety and correctness.
We also compare the structure to an existing structure based
on nanoflann.

I. I NTRODUCTION
As the number of CPU cores present in modern computers steadily increases, implementing algorithms in such
a way that they can use multiple cores simultaneously
and efficiently becomes ever more important. If the data
we want to process cannot be neatly partitioned and distributed between the threads of execution in advance, then
a data structure that can provide safe and efficient access
is required. One such algorithm is the generation of point
distributions for meshless PDE discretizations [1], which is
implemented in the open-source meshless framework [2].
We want to generate points simultaneously using many
threads of execution in order to utilize as much computational power as we have on our disposal. The indexing
structure must be dynamic - able to accept and integrate
new data into itself between lookups. Consequently, the
data structure indexing and storing the points must have
the following properties:
•
•
•

ability to efficiently store and index data of arbitrary
dimensionality
efficient and expandable point storage,
efficient simultaneous dynamic point insertion.

While many solutions that allow for dynamic insertion exist [3], [4], [5], they do not allow for insertion
by multiple threads at the same time. This is because
an insertion in one thread might significantly alter the
indexing structure, possibly invalidating a reference held
by another thread. To avoid this problem the indexing
structure must be appropriately designed and protected
using locking mechanisms, such as mutexes and atomic
operations.
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In this paper we present Polyp, a library for dynamically built spatial indexing that allows simultaneous
lookups and insertions by multiple threads of execution.
Its indexing structure is based on a quadtree [6], which
is a spatial indexing tree for two-dimensional spaces, and
is generalized to support higher dimensional spaces. The
dimensionality is a C++ template parameter for maximal
performance of the compiled code. The library also uses
its own dynamic data container, which can be safely
resized while being used in a multithreaded environment,
as presented in [7].
In the section II we discuss the motivation for development of Polyp and existing solutions along with their
drawbacks. In the section III we present the approach
we took to implement the indexing structure and how it
guarantees thread safety. Finally, in the section IV we
evaluate the performance of our implementation to the
performance of an existing solution.
II. BACKGROUND
Domain discretization is an integral part of solving a
partial differential equation (PDE) using a strong form
mesh-free method [2]. It is often neglected, referencing
the perceived simplicity of the problem and the ability
to simply reuse the output of existing mesh generators.
This approach does not apply well to complex domains
and does not easily generalize to higher dimensions. As
a result, a sequential domain discretization algorithm was
developed.
The sequential algorithm works as an advancing-front
algorithm for variable nodal density given by function
h(p). The algorithm places points in a breadth-first-search
manner, starting from the set of initially provided points,
also called seed points. These are put in a queue, and the
algorithm considers the points from the queue (also called
active points) until the queue is empty. Besides the queue,
the seed points are also inserted into a spatial index S.
The implementation uses nanoflann [8], an indexing
structure based on the k-d-tree [9].
In each iteration, a point p from the queue is expanded.
ct
Several new candidate points {cj }nj=1
are generated from
it, placed uniformly on a d-dimensional sphere with radius
h(p), centered at p. The newly generated candidates are
then sequentially processed. Any candidate c that lies
outside the domain Ω is discarded. Likewise, any c that lies
too close to any of the existing points, is also discarded.
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This proximity check is performed by finding the distance
to the closest neighbor of c using the spatial index S,
and checking that the distance is smaller than h(c). If
the candidate c is not discarded by any of the above two
tests, it is accepted, inserted into the queue and into the
index S. The algorithm ends when the queue empties, and
all the generated points are then contained in the index
S. Further details about the candidate generation and the
sequential algorithm are available in the paper describing
the sequential algorithm [1].
A parallel version of the algorithm already exists [10].
That algorithm is cell-based and runs several sequential
algorithms as threads on a single computer, sharing a
global spatial indexing structure. Threads start from distant seed points in order to operate as independently as
possible. If such seed points are not provided by the
user, the algorithm uses bootstrapping to generate them
itself. The spatial indexing method is also modified to
allow concurrent insertions, but only of distant points. It is
divided into two levels, into tree of trees, with the top level
tree built statically from seed points and all other points
being dynamically added into the bottom level trees. The
bottom level uses a thread synchronization mechanism to
make the spatial indexing within the same subtree threadsafe. Parallel algorithm thus uses seed points to partition
the domain into subdomains, which are also called cells,
because of their similarity to the Voronoi cells. A cell
defined by a single seed point, is the part of the domain
containing only points that are closer to the given cell’s
seed point than to any other seed point.
While the cell-based parallel algorithm provides a solid
solution to using off-the-shelf non thread-safe libraries
for spatial indexing, the question remains of how much
it could be further improved, if thread-safety was solved
nearer to where thread safety is required, into the spatial
indexing itself. Regretably not much effort is invested
into researching this problematic, with most state-of-theart research focusing instead on distributed indexing [11]
or GPU-based static indexing [12]. The presented article is
an attempt at exploring a possibility of a deeply-integrated
thread-safe index.
III. I MPLEMENTATION
The parallel indexing data structure Polyp consists of a
thread-safe, expandable data container [7] and an indexing
structure based on the quadtree [6] for 2-dimensional
domains, octree for 3-dimensional domains and higherdimensional analogues. The indexing structure is a multidimensional generalization of a binary tree, comprised of
internal nodes and leaf nodes. An internal node represents
a subdivision of the d-dimensional space. Each subdivision
happens in all dimensions simultaneously, splitting the current rectangular area into 2d smaller rectangular areas. The
internal node has 2d children, representing these smaller
areas. A leaf node represents the final area, containing a
set of points. An example of such an indexing structure is
presented in Figure 1.
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Figure 1: A 2D area with a set of points inside (top) that
are spatially indexed using quadtree (bottom). Leaves
and their respective areas are color-coded. Notice: Color
gradient follows a zigzag pattern.

The structure is implemented as three lists, one containing internal nodes, one containing leaf nodes and one
containing inserted points. An internal node holds 2d
indexes and 2d mutexes. Each index can point to either an
internal node or a leaf node. Each mutex locks the child
node the index points to. A leaf node holds a set number
of indexes, where the exact number is set at compilation
time. The indexes are 32-bit unsigned integers, where the
most significant bit of a node index distinguishes between
an internal node and a leaf node. As a consequence, the
upper limit of internal and leaf nodes is just over 2 billion
each, which is plenty for our use case. The indexes can be
easily swapped to 64-bit unsigned integers if the need for
larger structures arises, but this would double the memory
footprint of the structure, so we decided against it.
The tree supports two thread-safe operations: inserting
a new point and finding the closest neighbors of a given
point. For a given point and positive integer k, the tree
finds up to k closest neighbors. It returns their indices
and distances from the reference point. Less than k nearest
neighbors are returned only if the tree contains less than k
elements in total. Insertion takes two parameters: the point
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itself and a minimum distance inside which no other point
can be located. If there is another already point inside the
tree lies in the prescribed vicinity, then the insertion fails,
otherwise it succeeds.

· · ·

A. Nearest neighbor lookup
The process of finding the k nearest neighbors is recursive and depth-first. It begins at the root and gradually
descends into the leaves. If the current node is internal,
then the search descends into the subtree in which the
given point lies. The search returns ks nearest neighbors,
where 0 ≤ ks ≤ k. The worst distance is assessed as
following: If ks = k (the requested number of neighbors
was located), then the worst distance is set to be the
distance of the farthest neighbor, otherwise the worst
distance is set to +∞.
Now the remaining subtrees are evaluated. The search
continues in a given subtree only if the distance between
its nearest corner and the given point is shorter than
the worst distance, otherwise the subtree clearly cannot
hold points that are any closer than the already known
set of points. In a sufficiently large tree this means the
vast majority of subtrees is never visited, resulting in the
expected lookup time complexity of O(log n), where n
is the total number of indexed points. An updated set of
neighbors is returned, and the worst distance is updated.
B. Point insertion
Finding the closest neighbors of a point is by itself an
inherently thread-safe operation, since no data is written
to the tree. This is not true for insertions, which modify
the tree. Traditionally any possible thread collisions are
prevented by locking the whole structure using a mutex,
effectively limiting insertion of new points to one thread
at a time. Since we want the insertion to scale efficiently
with the number of threads, this is not acceptable. Instead,
we can move the locking structure onto the leaves of the
tree, so each thread can lock only the part of the tree it is
supposed to modify. Memory allocation is managed in a
thread-safe manner by the container presented in [7].
Leaves are implemented as arrays of indexes of fixed
size. The internal node one level above the leaf holds a
mutex used to lock the leaf. When a thread encounters
the leaf it tries to create either a shared lock over the leaf
for reading, or a unique lock over the leaf for writing.
Constructing a shared lock for reading is essential in order
to prevent any other thread from modifying the leaf while
the first thread is reading the leaf’s elements.
When a point is to be inserted to a full leaf, the leaf
must first be split. This happens as shown in Figure 2. First
a unique lock is constructed over the leaf. Then 2d − 1
new leaves and a new internal node are allocated. The
old internal node is modified to point at the new internal
node which is set up to point to the existing leaf and all
newly allocated leaves. The new internal node represents a
subtree, so the points in the existing leaf are redistributed
according to their position in the subtree. Finally, the
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Figure 2: An illustration of the leaf splitting procedure:
allocation of a new internal node and leaves, moving of
the existing indices and insertion of the new index.

unique lock is destructed and the leaf can be inserted into
the new subtree.
Point insertion is tightly coupled with neighbor search,
since each point is provided with a minimum radius
in which no other point may be located. So far, point
insertion does not prevent multiple threads to concurrently
insert points in separate but adjacent subtrees and possibly
violating the minimum radius criterion. To eliminate the
problem, another closest neighbor search is executed right
after insertion, which - if it detects a collision - removes
at least one of the colliding points, possibly more.
C. Point removal
Point removal is not implemented as an external operation, since there is no use for it in the target application. It
is available internally in case of a node collision though.
Current implementation of point removal is tuned for
performance and only removes the index from a leaf that
contains the point, and the point itself remains stored in
the point container. This approach allows us to allocate
memory space for points in a thread-safe manner using an
atomic increasing counter. The drawback of this approach
is that when a point is removed, the space used to store it
is wasted. There exist approaches to reuse the space safely,
but we have decided to leave the problem for future work.
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D. Point extraction
The ability to extract the set of points stored in the tree
is often desirable. The structure exposes two mechanisms
for point extraction, a function that fills a std::vector
and an output iterator. Both traverse the tree in the same
fashion, they only differ by the format in which the output
is presented. The traversal is performed recursively over
subtrees, starting at the root node. If the current node is an
internal node, the traversal continues in each of its children
indexed in ascending order. If the current node is a leaf,
its elements are traversed linearly.
E. Integration into parallel node fill algorithm
The implemented indexing structure is integrated into
the code of the parallel node fill algorithm [10], replacing
the original cell-based k-d tree implementation of indexing
structure. The whole algorithm is simplified, with all the
thread synchronization and locking mechanisms removed
from the fill algorithm code, because the proposed indexing structure exposes a thread-safe API to the calling code.
The rest of the fill algorithm is unchanged, it runs several
instances of the sequential algorithm in parallel with them
completely unaware of each-other. It also provides bootstrapping to generate enough seed nodes for the threads
to start from different seed nodes, the same as for the
cell-based algorithm.
IV. P ERFORMANCE
We start the performance evaluation by first determining
an optimal default leaf size. We then compare the new
indexing structure to the old cell-based structure within
the parallel node fill algorithm.
A. Leaf size
In the Figures 1 and 2 we presented two-dimensional
trees with leaves holding up to 5 elements. This allowed
for neat presentation, but may not be optimal for insertion
and lookup performance. To remedy this we executed a
suite of tests varying the leaf size, and observing the times
needed to insert an element or look up a point’s closest
neighbor.
We started testing with one thread inserting twodimensional points randomly with a constant minimum
distance between points. We observed the total insertion
time for 100’000 attempts, as shown in Figure 3. The
results are inconclusive, with multiple local extrema. To
help us understand this phenomenon, we created a leaf
histogram, also shown in Figure 3. From this we quickly
realized the problem with our methodology: The constant
distance between points caused the leaves to only fill up
to a certain point, with larger leaves not filling up any
further, until a breaking point where four leaves were
empty enough that leaf splitting didn’t happen, and instead
only one leaf was completely filled up.
To enable the analysis to bypass this problem we prepared two node density functions h, which result in nonuniform distributions of nodes, linear and hotspots, shown
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in Figure 3. The linear distribution varies the minimum
distance along the x-axis. The distribution with hotspots
presents three areas with high point density, while the rest
is only sparsely populated. With these two distributions
we aim to diversify the number of elements in the leaves,
allowing for a more general analysis.
As visible in Figure 3, these two distributions lead to
much more gradual and general insertion time, giving us
a better idea of an ideal general leaf size. We continued
the testing with larger point sets, from 1 to 5 million
point insertion attempts. We also considered the speed of
a point lookup by measuring the time needed to execute
100’000 lookups after the insertions were completed. From
the results of the testing, presented in the phase diagrams
in Figure 4, we chose 40 as a good all-purpose default
leaf size when indexing in two dimensions. Further testing
is needed to find a similar all-purpose default for higher
dimensions.

B. Comparison to the cell structure
In order to use the new indexing structure instead of
the existing cell structure, we must show that the new
structure brings a performance improvement, or at least
a performance parity. The positioning of points – main
results of the node fill – are not analyzed, since they are
not influenced by the selection of the spatial indexing
method. Only the execution times, normalized by the
number of placed points are examined. We executed a suite
of tests comparing the structures when used as a spatial
index for the previously described domain discretization
algorithm. The test suite was executed on an 8-core, 16thread computer (2x Intel Xeon E5520) with 12 GB of
RAM.
The discretization algorithm begins with a set number
of seed points. Each CPU thread begins with one seed
point and gradually fills the surrounding space, therefore
at least as many seed points are needed as there are
threads. If there is an abundance of seed points, each
thread can process the space around multiple seed nodes.
This behavior may be desirable when discretizing very
complex domains, since the areas around seed points can
vastly differ in size. If each thread only processes one
seed point then the whole CPU must wait for the slowest
thread to finish. For this reason we tested both structures
with the minimum amount of seeds needed and a tenfold
abundance of seeds, relative to the maximum number of
threads.
A subset of domains from [10] was used to test the
behavior of the algorithm on a variety of input shapes,
which influence the way nodes are inserted into and
searched inside the indexing structure. The results are
presented in Figure 5. We notice that while the new
structure is slightly faster in 2D, it falls behind the old
cell-based structure in 3D. We believe this is due to the
lack of optimization for the three-dimensional variant of
the new structure and must be addressed in the future.
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Figure 3: Tested distributions, insertion times and leaf histograms. From left to right: uniform distribution, linear
distribution and distribution with hotspots. The x-axis shows the size of a leaf. The y-axis shows the time needed to
execute 100’000 insertion attempts into the tree, in milliseconds. The histograms show the proportion of leaves
holding a specific number of elements inside: Yellow signifies a large proportion, blue signifies a low proportion. For
leaf size n there are n + 1 possible sizes, the bottom value representing empty leaves and the top representing a full
leaf. As the size of the leaf increases, so does the height of the histogram.

Figure 4: Phase diagrams of time for 100’000 lookups in milliseconds (x-axis) versus time for a set number of
insertion attempts in milliseconds (y-axis) for different leaf sizes. Top: linear distribution, bottom: distribution with
hotspots. Left: 1 million insertion attempts, center: 2 million insertion attempts, right: 5 million insertion attempts.
Only select leaf sizes are highlighted and labelled to avoid visual clutter.
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Figure 5: Speedups of indexing structures with 16 or 160 seed points on multiple threads, compared to the
performance of the cell structure with 16 seed points on one thread. Left to right: domains bunny, clover and
heatsink, as presented in [10]. Top: 2D, bottom: 3D. Unstable behavior for more than 8 threads is due to the fact
that the test system only had 8 physical CPU cores, any extra speedup is only due to better core utilization with the
use of logical CPU threads.

V. C ONCLUSION
In this paper we presented Polyp, a thread-safe point
storage and indexing structure based on the quadtree.
We presented the motivation for development, how the
structure is implemented, and how well it performs compared to the existing cell-based indexing structure. We
noticed that while it outperforms the existing solution
in two dimension, work on optimizing the structure in
three dimensions is still required. Compared to the cellbased spatial indexing structure, the use of Polyp is
simpler, since it offers a thread-safe API. Polyp should
also enable simplifications and increased modularity in its
targeted application, the parallel node fill algorithm.
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