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Abstract—Image and video data of people, shared voluntarily
and involuntarily, is ubiquitous. There is an increased need
for techniques that enable privacy protection via removal of
personally identifiable information in such data, spurred by
regulatory interest and increased social awareness of privacy
implications. In this paper, we introduce a privacy preservation
pipeline that enables de-identifying personal data in images and
videos via replacement image synthesis while retaining data utility. We utilize the recently proposed convolutional VQGANs with
autoregressive transformers to synthesize realistic and fully deidentified images of people that are then blended with the original
scene. Experimental results show that the method provides strong
de-identification while retaining the realism of the scene.
Keywords—sensitive data, de-identification, privacy protection,
generative adversarial networks, transformers, machine learning,
deep learning.

I. I NTRODUCTION
Images and videos of people are at the core of modern web,
with enormous amounts of data being processed and stored by
platforms such as Facebook, YouTube, Twitter, TikTok, etc.
While these platforms count on voluntary participation of their
users in terms of uploading image and video content, there
has been increased regulatory interest in privacy preservation
of those people whose data might have been acquired by the
platforms without their awareness or explicit consent. One
example is the Google Street View acquisition process which
often captures images of people standing in the streets being
filmed. While filming people in public spaces is legal in most
jurisdictions, there are nevertheless privacy implications of
sharing the unredacted content of these images on Google
Street View, exposing e.g. a person’s location at a given time,
whom they associate with etc. and making this information
publicly available and very easily accessible. Although Google
Street View attempts to de-identify people in these images by
blurring their faces, it is still possible to affirm the identity
of the de-identified people from other soft biometric and nonbiometric features, e.g. hairstyle, tattoos, clothing, personal
items the person is carrying etc. Furthermore, it has been
shown that de-identification by simple blurring is vulnerable
to the re-identification technique called parrot recognition [1].
In order to provide an acceptable level of de-identification
in images containing people, a comprehensive approach that
takes into account not only the face but also other identify-
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Fig. 1. Example of a de-identified image using the GAN-based pipeline
proposed in [1]. It can be seen that the generated image is of a low resolution
and contains artefacts. While the person is successfully de-identified, the end
result does not look fully natural.

ing features as well is needed, while using more advanced
techniques than simple blurring.
In this paper, we propose a novel pipeline for person deidentification in images that enables rendering synthetic but
realistic de-identified overlays over original person images,
preserving the pose of the person but significantly altering
their appearance in terms of clothing and face. Our pipeline
utilizes transformer-based generative adversarial networks to
produce high resolution realistic images of people with altered
clothing and facial structures.
II. R ELATED WORK
Early research on de-identification focused mainly on deidentifying obviously personally identifiable information such
as faces. Proposed techniques included various simple image
transformations such as face blurring or pixelation [2]. However, such simple transformations turned out to be inefficient
for reliable de-identification, as identities can be easily recovered by training a face recognizer on images with known identities transformed in the same manner (e.g. blurred images)
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[3]. Subsequent work on face de-identification focused on
alternative approaches such as e.g. replacing faces with similar
faces from a public image database [4] or with a rendered 3D
model [5]. However, while de-identifying the face might seem
as a solid privacy preservation technique at a first glance, it
has been shown [6], [7] that even if the face is reliably deidentified, identities of people can still be inferred with relative
ease using other available features and contextual information.
For example, Fig. 1 (left) shows an image of a person dressed
in easily identifiable and distinguishable clothing that should
be recognizable to anyone who is acquainted with the person.
Together with other contextual informaton (e.g. the fact that
this person is at a specific location at a specific time of day),
this might be sufficient to infer the identity of the person even
if their face is not identifiable.
Consequently, recently there has been an increased interest
in de-identifying not only faces in images, but also full
body information, including soft biometric and non-biometric
features [8] such as tattoos, hairstyles, clothing etc. Early
works included e.g. [9] where privacy protection in video
data was ensured through replacing the detected pedestrians
with colored rectangles. In another early work [10], full body
de-identification was achieved via two strategies: exponential
pixel blurring and line integral convolution.
Later works placed more emphasis on preserving the naturalness of the de-identified images, often through the use
of generative adversarial networks (GANs) for synthesizing
realistic images to act as replacements for the original images
[11]. For example, in our own work [1] we proposed a GANbased pipeline for full body and face de-identification of
humans in images. We used GANs to independently synthesize
(i) an alternative clothing image for a person based on semantic
clothing segmentation and (ii) a synthetic face for a person.
The results were then blended and combined to form a full
body de-identified image. While the rendered results offered
a significantly better level of de-identified image realism
than concurrent state of the art, these images were still not
fully photorealistic due to the limitations of early GANs, as
illustrated in Fig. 1 (right). There were two main limitations:
first, the resolution of the generated image was low, and
second, the generated image often contained artefacts.
Recently, transformer architectures [12] have been gaining
significant traction in the computer vision community, outperforming traditional CNN-based state of the art in various
computer vision tasks [13]. For example, Esser et al. [14]
introduced a hybrid approach that combines CNNs and transformers for high resolution image synthesis, termed VQGAN.
In VQGAN, a codebook of image constituents is learned using
CNNs in an architecture similar to vector-quantized variational
autoencoders (VQVAE) [15] and transformers are utilized for
high-resolution image synthesis from these constituents. In
contrast to traditional GAN architectures, VQGAN has been
shown to be capable of producing convincing synthetic images
in the megapixel range.
In this paper, we consider the application of the VQGAN
architecture to the problem of full body de-identification. We
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Fig. 2. The four stages the proposed pipeline.

propose a de-identification pipeline similar to our previous
work [1], but emphasize the goal of obtaining de-identified
images of a perceptually higher quality.
III. T HE PROPOSED METHOD
We consider the problem of de-identifying a person in
an image, i.e. removing as much personally identifiable visual information as possible. We propose a de-identification
pipeline consisting of four steps, as illustrated in Fig. 2: (i)
person segmentation, (ii) mask-conditioned VQGAN image
synthesis, (iii) face detection, (iv) composing the final deidentified image.
Person segmentation and face detection are performed independently of one another, and the output of the person
segmentation is used as input for mask-conditioned VQGAN
image synthesis. Finally, the output of the face detection step
and the VQGAN-synthesized image are utilized to compose
the de-identified image.
For simplicity, we assume a setup of only one person present
in an image. The proposed pipeline can easily be generalized
to support de-identifying images with multiple people. In our
overview of the pipeline that follows, we mostly focus on
the VQGAN aspects of the pipeline and the final de-identified
image composition, as person segmentation and face detection
are considered to be mostly solved in current state of the art,
and are hence used in this work at the level of building blocks.
A. Person segmentation
The first step in our pipeline is person segmentation. We
propose to use the DeepLab v3 convolutional neural network
[16] to segment the person from the background. The DeepLab
architecture is a well-known and highly performant solution
for object segmentation, achieving state of the art precision
and recall on various segmentation problems. It consists of an
encoder and a decoder and produces as output the segmentation map with class labels.
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Fig. 3. An overview of the VQGAN image generation process.

In this paper, we use Xception [17] as the DeepLab
backbone for feature extraction due to its high accuracy. In
case computational performance is a concern, other faster
backbones can also be used, e.g. MobileNet [18], resulting
in somewhat less accurate segmentation, but with improved
computational performance.
B. Mask-conditioned VQGAN image synthesis
The second step of our pipeline is VQGAN-based image
synthesis of the de-identified image of the person conditioned
with the segmentation mask of the person. The idea is to input
the segmentation mask into VQGAN and obtain a synthesized
human appearance that matches the segmentation.
VQGANs combine the VQVAE approach of codebookbased image representation with a transformer architecture
for image synthesis. The idea is to first learn a discrete
codebook of image constituents, i.e. basic building blocks.
Generating the image is then achieved using a transformertype architecture that autoregressively predicts the next index
in a sequence of these constituents in order to generate
the quantized representation used to synthesize the resulting
image. The generator is paired with a discriminator in a
standard GAN-type framework.
1) Codebook generation: In order to learn the discrete
codebook of image constituents, VQGAN builds an encoderdecoder architecture, where the decoder is trained to reconstruct an image x ∈ Rh×w×3 from a spatial collection of
codewords zq ∈ Rhq ×wq ×nq , where hq and wq are the height
and width of the spatial collection and nq is the length of the
codeword vectors. The set of all possible discrete codewords
forms a codebook Z = {zk }K
k=1 , where zk are codebook
vectors of length nq and K is the total number of vectors
in the codebook.
To obtain the vector-quantized latent representation of the
input image x, the image is first passed through the encoder
E to obtain the encoding ze = E(x), where ze ∈ Rhq ×wq ×nq .
The quantized representation of the image zq is then obtained
by performing a codebook lookup and finding the closest
codebook vector for each spatial element zei,j in ze :
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zqi,j = q( ze )i,j = arg min ||zei,j − zk ||

(1)

k

where
i ∈ {1, .., hq }, j ∈ {1, .., wq }, zq ∈ Rhq ×wq ×nq
The reconstructed image xr is then obtained by applying the
generator G on the vector-quantized representation zq , xr =
G(zq ).
The loss function for quantization is defined as:
LV Q = ||x−xr ||2 +||sg(E(x))−zq ||22 +||sg(zq )−E(x)||22 (2)
where the first term represents the reconstruction loss, the
second term the stop-gradient operation [14] and the third term
the commitment loss [15].
To ensure learning a rich codebook, VQGAN uses a patchbased discriminator D and perceptual loss in an adversarial
training procedure. The GAN loss is defined as:
LGAN = (log D(x) + log(1 − D(xr ))

(3)

∗

The complete VQGAN objective Q is then
Q∗ = arg min max Ex∼p(x) [LV Q (E, G, Z)+
E,G,Z

D

λLGAN [(E, G, Z), D)]
where λ is an adaptive weight term (see [14] for details).
2) Image synthesis with transformers: The quantized representation of an image zq ∈ Rhq ×wq ×nq can be viewed as a
sequence s of length hq × wq with elements si ∈ 0, .., |Z| − 1,
i.e. a one-dimensional sequence of codebook indices. Arbitrary
ordering of indices can be chosen to convert the sequence
from 2D to 1D, e.g. row-by-row or column-by-column. Image
generation with transformers is then formulated as an autoregressive next-index prediction. The transformer loss is then
defined as:
LT = Ex∼p(x) [− log p(s)]
(4)
Enabling driving the synthesis with conditioning information is achieved by training another VQGAN to obtain the
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Fig. 4. VQGAN trained on the COCO dataset often does not produce visually
satisfactory faces (left); therefore we blur the faces in the de-identified images
(right).

quantized representation. Assuming a conditioning segmentation image c, a new VQGAN is trained that generates a
sequence r of length hqc × wqc . To enable conditioning, the
sequence r is prepended to the original image sequence s and
the computation of the negative log-likelihood is restricted to
entries p(si |s<i , r).
High-resolution image synthesis is achieved by patch-wise
application of the trained transformer (for details see [14]).
An overview of the entire VQGAN image generation process
is shown in Fig. 3.
C. Face detection
The third step in our pipeline is the face detection step. This
step is independent on person segmentation. It is run on the
original image to detect the bounding box of the face. In this
paper, we use the pretrained dlib [19] implementation of a
maximum-margin object detector [20] with CNN features. As
opposed to other, classical approaches to face detection such
as e.g. the Viola-Jones detector, the dlib CNN-based detector
is capable of reliably detecting faces rotated at varying angles,
making it more suitable for the general de-identification task
where not all faces always appear in frontal view.
Face detection is needed in order to blur the de-identified
faces in the VQGAN-generated image, as face generation
in the used VQGAN does not produce visually satisfactory
faces, as illustrated in Fig. 4. While the appropriate facial
features are present in the image, the spatial relations are not
sufficiently preserved, leading to an unnatural and visually
unpleasant appearance. However, given that in general the
skin texture is rendered correctly and the spatial positions of
the facial features are approximately accurate, we have found
that blurring the image at the location of the face produces a
visually acceptable appearance.
D. Composing the final de-identified image
The final step of our pipeline aggregates the results from
segmentation, face detection and VQGAN image synthesis to
produce the final de-identified image. The location of the face
found in the original image is transferred to the VQGANgenerated de-identified image and blurred using Gaussian blur.
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Fig. 5. Aggregation of the results from segmentation, face detection and
VQGAN image synthesis. Top to bottom, left to right: original image; deidentified image with blurred face, silhouette, de-identified silhouette cropped
and pasted to original background.

The de-identified image is then cropped using the segmentation mask of the original image and pasted into the original
image, resulting in a de-identified person whose silhouette is
equal to the original person. An example is shown in Fig. 5.
IV. E XPERIMENTS
We perform our experiments on the Supervise.ly Filtered
Segmentation Person dataset [21] that consists of 2667 images
of people in various poses. For person segmentation, we
use the DeepLab v3 architecture with an Xception backbone
pretrained on COCO and Pascal VOC datasets available in
the Tensorflow library [22]. For face detection, we use the
CNN-based detector available in dlib [19]. The employed
VQGAN has been trained on the COCO object segmentation
dataset. We use this model because it contains person silhouettes as segmentation class. We test our pipeline end-to-end
and qualitatively and quantitatively explore de-identification
performance.
A. Qualitative evaluation
Figure 6 shows a few examples of the original and deidentified images. We see that the pipeline successfully segments the person in all example images, even when the face is
not visible. The generated de-identified images are of a high
resolution, and there are no artifacts as with early versions
of GANs (see Fig. 1). The pipeline manages to synthesize
skin-like texture at appropriate locations other than the face,
e.g. hands and neck. However, the generated textures suffer
from spatial inaccuracies both in the region of the face and in
the clothing regions, producing a generally acceptable texture
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Fig. 6. Some examples of de-identification using the proposed method. Rows 1 and 3: original images; rows 2 and 4: corresponding de-identified images
with blurred faces (if the face is visible).

but with somewhat mangled defining features. The textures
overall appear to be more realistic than in our previous work
[1]. We consider this level of texture quality to be acceptable
and sufficiently visually pleasing for the purposes of deidentification.
It is interesting to note that the pose of the person in the
original image is not always preserved, as VQGAN sometimes
finds alternative poses for a given segmented silhouette. This
could potentially be solved by conditioning VQGAN with pose
information as well.
B. Quantitative evaluation
The quantitative evaluation of our pipeline is performed
by treating it as an end-to-end de-identification system. The
goal of the evaluation is to measure how likely it is for
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a de-identified person to be re-identified from the produced
de-identified image. To that end, we adopt the following
procedure: we first compute the features of the de-identified
image and all the original images on the whole silhouette of
the person, excluding background using ImageNet pre-trained
ResNet-50 with final fully-connected layers removed. Then,
we perform k-NN retrieval on these feature vectors, looking
whether the original image is among the k nearest neighbors of
the de-identified image. If not, we count the de-identification
as successful.
We run this experiment for values of k between 1 and
10 and compare the re-identification performance with two
alternatives: (i) blurring the face of the person and (ii) covering
the face of the person with a black box. We see that our
pipeline consistently produces better de-identification results
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TABLE I
R E - IDENTIFICATION K - NN RETRIEVAL PERFORMANCE .
k
Blurring
Black box
OURS

1
99,8%
99,2%
35,8%

2
99,8%
99,3%
43,3%

3
99,8%
99,3%
49,0%

4
99,8%
99,3%
50,8%

than these alternatives, lending to the fact that a lot of
identifying information is retained in features other than the
face. However, re-identification of images de-identified with
our method is still possible in a number of cases. This is
due to the fact that the silhouette of the person is explicitly
included as a feature in the generated image representation
used for k-NN retrieval. As the de-identified image that has the
same silhouette as the original image, re-identification could
potentially use the silhouette as a strong cue. However, in most
real world scenarios, e.g. re-identifying a person in Google
Street View, it is highly unlikely that the attacker would have
access to the original image, so we consider our method to be
feasible.
V. C ONCLUSION

5
99,8%
99,3%
52,7%

6
99,8%
99,3%
54,3%

7
99,8%
99,3%
56,7%

8
99,8%
99,5%
58,9%

9
99,8%
99,5%
59,4%

10
99,8%
99,5%
60,4%
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