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Abstract—In visual place recognition we aim to match a
given query image from a query database with the most
appropriate reference image from a reference database. One
of the main issues is how to represent a place. Although an
ordinary RGB representation can represent a place, various,
either handcrafted or learned representations such as deep
convolutional neural networks achieve better quantitative
results. By using optimization techniques, both convex and
non-convex, we can adapt a place representation such that it
fits into the problem of visual place recognition. Therefore,
in this paper we examine numerous optimization techniques and incorporate them in the context of our problem.
Quantitatively, in terms of the area under a curve (AUC)
measure, conducted experiments show how such optimized
representation outperforms unoptimized one.
Keywords—Visual place recognition, computer vision, optimization, deep convolutional neural networks
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I. I NTRODUCTION
In visual place recognition we aim to match a given
query image Iqi from a query database Q with a reference
image Idj from a reference database D. Q and D are
captured as a vehicle traverses the same route two or
multiple times under different environmental conditions
(Figure 1). Two main design aspects in this problem are
image representation and image matching. Due to various
environmental conditions, given a place image, we would
like to have as robust as possible image representation.
This can be either an image itself [3], or its global handcrafted descriptor, e.g. VLAD [4], used in combination
with local descriptors such as SIFT [5] and SURF [6].
Feature maps extracted from deep convolutional neural
networks, e.g. AlexNet [7] or ResNet [8], are used as
global descriptors too [1].
We would like to adjust representation such that it improves the results. Optimization techniques such as feature
selection, dimensionality reduction and metric learning
perfectly fit here. In this paper we will mention them (II)
and present the experiments that have been conducted (III).
Image matching algorithms for place recognition such as
SeqSLAM [3], cone-based SeqSLAM [9] and NOSeqSLAM [10] are used in order to measure the performance
quantitatively and qualitatively, while their description is
beyond the scope of this paper. The flow of this work is
illustrated graphically in Fig 2. First we obtain a dataset
of images {Q, D} alongside the ground-truth file GT .
Then, an unoptimized representation or a representation
optimized on a visually similar task is further optimized
with one of the mentioned optimization techniques. Such
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Fig. 1: (Top) The Nordland dataset used in visual place
recognition experiments by [1] with four different
seasons. (Bottom) The Bonn dataset by [2] with different
times of a day. Note how such different environmental
conditions imply different appearance of a place.

an optimized representation is used in place matching via
sequence-based algorithm. The motivation of this research
is to address a wide range of optimization procedures in
a systematic and mathematically consistent way. We hope
this will ensure deeper understanding in optimization for
visual place recognition, especially when optimizing deep
learning models.
II. O PTIMIZATION PROBLEMS
In this section we will enumerate different optimization
problems used for our work. In the subsection II-A it
is mentioned how features can be selected, then in the
subsection II-B we will examine the the multinomial
classification problem while the section II-C deals with
the metric learning.
A. Lasso regression
In linear regression we aim to predict a continuous value
y ∈ R for a given vector of features x ∈ Rn , e.g., to
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Fig. 2: The flow of the proposed approach.

predict a real estate price given specific features such as
location, age, area, the number of rooms, etc. This value
is predicted as
ŷ = θ T x, θ ∈ Rn ,
(1)
while the most appropriate θ ∗ for a large number of
labeled data
{(xi , yi ) : xi ∈ Rn , yi ∈ R, ∀i = 1 . . . m}

(a)

is obtained as
θ ∗ = argmin
θ

= argmin
θ

m
X
(yi − ŷi )2
i=1
m
X

(yi − θ T xi )2

(2)

Fig. 3: The effect of using (a) λkθk1 or (b) λkθk22 as a
regulizer in linear regression. With such regulizers, linear
regression is commonly known as (a) lasso regression
and (b) ridge regression respectively.

(3)

i=1

= argmin ky − Xθk22 ,

(b)

(4)

softmax regression. Binomial logistic regression aims to
define the probability

θ

where y = [y1 . . . ym ]T ∈ Rm and X = [x1 . . . xm ]T ∈
Rm×n . The i-th feature of vectors xi , ∀i is significant
for predictions ŷi , ∀i as much as the value of the i-th
component of θ. In other words, near-zero components
of θ represent insignificant features of xi , ∀i. Therefore
we can “design” θ in a way that only k best features
are selected. Mathematically, feature selection in linear
regression is modeled as
min ky − Xθk22
θ

s.t. kθk0 = k.

(5)

However, (5) is a NP-hard problem due to k · k0 . Instead,
we can approximate k · k0 with k · k1 and formulate feature
selection as
min ky − Xθk22 + λkθk1 , λ ∈ R+ .
θ

(6)

This method is called Lasso regression and, as written
in [11], regularization term λkθk1 encourages sparsity. As
λ increases, more and more θi become 0 and implicitly
less features are used in the prediction as shown in
Figure 3a. Alongside Lasso regression, it is important
to mention Ridge regression that has regularization term
λkθk22 encouraging near-zero components for θ as shown
in Figure 3b.
B. Softmax regression
A standard approach to multinomial classification is
the generalization of binomial logistic regression called
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p(y | x; θ), θ ∈ Rn

(7)

that predicts whether a given x ∈ Rn belongs to a category
(y = 1) or not (y = 0) by using the scalar product θ T x
alongside the sigmoid function σ : R → [0, 1] defined as
σ(x) =

1
.
1 + e−x

(8)

The hypothesis whether x belong to a category y = 1
is given by
p(y = 1 | x; θ) = σ(θ T x),

(9)

and inversely, the hypothesis whether x does not belong
in a category is
p(y = 0 | x; θ) = 1 − p(y = 1 | x; θ) = 1 − σ(θ T x). (10)
Both (9) and (10) can compactly be written as
p(y | x; θ) = (σ(θ T x))y (1 − σ(θ T x))1−y .

(11)

Let X = [x1 . . . xm ]T ∈ Rm×n and y = [y1 . . . ym ]T ∈
R
denote the data and the labels respectively. θ ∈ Rn
is a parameter to be optimized in order to perfectly fit our
model (7). Therefore, we would like to find the optimal
θ ∗ in a way it maximizes the likelihood, which under the
assumption of independent and identically distributed data
(i.i.d.) [12, p.129] can be written as
m×1
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C. Metric learning
θ ∗ = argmax p(y | X; θ)

(12)

θ

= argmax
θ

= argmax
θ

m
Y

p(yi | xi ; θ)

(13)

log p(yi | xi ; θ)

(14)

i=1
m
X

i=1
m
X

= argmin −
θ

log p(yi | xi ; θ).

i=1

i=1

(16)
= argmin −
θ

m
X

yi log(σ(θ T xi ))

(17)

i=1

+ (1 − yi ) log(1 − σ(θ T xi )),
which is a convex optimization problem [13, p.355] and
the CVXPY implementation can be found here.
A slight upgrade is required in order to generalize
(16) for the multinomial case of |C| categories C =
{1, . . . , |C|}. The capacity of a single scalar product θ T x
in combination with σ(·) is not discriminative enough to
predict among |C| categories, therefore we replace θ ∈ Rn
with Θ ∈ R|C|×n such that Θ · x ∈ R|C| for x ∈ Rn .
The multinomial equivalent for (8) is called the softmax
function σ : R|C| → R|C| and is defined as
ex[c]
σ(x)[c] = P x[j] , ∀c ∈ C.
e

(18)

j∈C

As (18) has thePprobability properties, i.e. σ(x)[c] ∈
[0, 1], ∀c ∈ C and
σ(x)[c] = 1, it is used for the multic∈C

nomial classification model. Although the data X ∈ Rm×n
remains unchanged, i.e. samples are n-dimensional in this
scenario too, a sample’s label now tells how likely a
sample belongs to a category c ∈ C meaning that given a
sample xi = X[i, :], ∀i ∈ {1, . . . , m} its label
P yi is from
R|C| . Moreover, yi [c] ∈ [0, 1], ∀c ∈ C and
yi [c] = 1 as
c∈C

it is the case for the softmax. Data labels can therefore be
put in a matrix y = [y1 . . . ym ]T ∈ Rm×|C| .
The multinomial classification model is obtained, as in
binomial classification and under the assumption of independent and identically distributed data, by minimizing the
negative log-likelihood, i.e. by finding
Θ∗ = argmin −
Θ

= argmin −
Θ

= argmin −
Θ

m
X
i=1
m
X

log p(yi | xi ; Θ)
log

i=1
m X
X
i=1 c∈C
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Y

∀xi , xj ∈ Rn , where1 M ∈ Sn+ . By Cholesky factorization, M can be decomposed as
M = LLT .

(15)

In the terms of binomial classification it is
m
X
θ ∗ = argmin −
log(σ(θ Txi ))yi (1−σ(θ Txi ))1−yi
θ

In metric learning we aim to learn a metric that adapts
according to data distribution, which can be achieved by
optimizing an objective that uses the Mahalanobis distance
q
(22)
DM (xi , xj , M) = (xi − xj )T M(xi − xj ),

(19)

(σ(Θ · xi )[c])yi [c]

(20)

yi [c] log σ(Θ · xi )[c]

(21)

Therefore, (22) can be rewritten as
q
DM (xi , xj , M) = (xi − xj )T M(xi − xj )
q
= (xi − xj )T LLT (xi − xj )

(23)

(24)

= kLT xi − LT xj k2 .
Thus, to measure the Mahalanobis distance, is equivalent
to multiply the “original-manifold” data with LT and
then, to measure the `2 distance. A more general variant
of (24) is
DW (xi , xj , W) = kf (xi ; W) − f (xj ; W)k2 ,

(25)

T

where, instead of L , xi and xj are mapped with any
function2 f (· ; W) : Rn → Rd , d ≤ n while W is
obtained by an optimization procedure. When d < n,
we say that the dimensionality has been reduced, thus
in metric learning, dimensionality reduction could be an
useful “side effect”.
For a given x ∈ Rn , that represents some sample from
the data, we differentiate between its positive counterpart
x+ ∈ Rn and its negative counterpart x− ∈ Rn . We
call (x, x+ ) a positive pair and (x, x− ) a negative pair.
Therefore, an objective function we design is constructed
in a way that vectors x and x+ are near, while x and x−
are far from each other. E.g., x and x+ could be different
photographs of a hand-written digit 0, while x− could be
a photograph of 1.
For xi , xj ∈ Rn , the naïve metric learning loss function
is constructed such that a quadratic distance is minimized
when (xi , xj ) is a positive pair, and a negative quadratic
distance is minimized when (xi , xj ) is a negative pair, i.e.
(
2
DW
(xi , xj , W), (xi , xj ) = (xi , x+
i )
L(xi , xj , W) =
2
−DW (xi , xj , W), otherwise.
(26)
In [14] the contrastive loss function
1−y 2
L(xi , xj , W) =
DW (xi , xj , W)
(27)
2
y
+ (max{0, m−DW (xi , xj , W)})2
2
where y = 1{(xi , xj ) is a negative pair} and m ≥ 0 is
used. There also exists triplet loss function defined for
triplets (x, x+ , x− ) as
−
−
+
2
2
L(xi ,x+
i ,xi ,W)=max{0,m+DW (xi ,xi ,W)−DW (xi ,xi ,W)}.

(28)

c∈C
1 Sn denote the set of symmetric
+
2 Either linear or nonlinear.

positive semidefinite n × n matrices.
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Reference [15] cast the Mahalanobis metric learning
for the k-nearest neighbors problem (k-NN) as a convex
optimization problem and call it large margin nearest
neighbor (LMNN). Initially, the authors formulate the
objective as the combination of the linear version of
contrastive loss (exclusively for positive pairs) and the
linear version of triplet loss, i.e.
X
2
min
DM
(xi , xj , M)
(29)
M≥0

+C

i,j

X

2
2
max{0, DM
(xi , xj , M) + 1 − DM
(xi , xk , M)},

i,j,k

where C is the trade-off constant. Notice how
(xi , xj ), ∀i, j are positive pairs, while (xi , xk ), ∀i, k
are negative pairs. With the introduction of a nonnegative
slack variable ξi,j,k ≥ 0, (29) can be cast as an instance
of semidefinite programming (SDP) written as
X
X
2
min
DM
(xi , xj , M) + C
ξi,j,k
(30)
M,{ξi,j,k }

i,j

Specifically, the Bonn dataset [2] has been used as training
dataset. Therefore, by minimizing (4), or its variant with
regularizer (6), we will try to find θ ∗ such that both xqi ∈
Q and x∗di ∈ D are linearly mapped to the corresponding
index i − 1 ∈ {0, . . . , |Q − 1|} (zero-indexation).
The obtained results almost resemble the formulation,
i.e., if we try to evaluate the scalar product of the optimal value θ ∗ and training data X[k, :] = xTk , ∀k ∈
{1, . . . , |Q|}, predicted values are
ŷ[1 : |Q|, :] = X[1 : |Q|, :] · θ ∗


0.0000003838
 0.9999997566 




..
=

.


542.0000001177
543.0000001924

T
≈ 0 1 . . . 542 543
= y[1 : |Q|, :].

(34)

(35)

(36)
(37)

i,j,k

2
2
s.t. DM
(xi ,xk ,M)−DM
(xi ,xj ,M)≥1−ξi,j,k , ∀(i,j,k),

ξi,j,k ≥0, ∀(i,j,k),

(31)

M≥0.

III. E XPERIMENTAL RESULTS
A. Lasso regression

This indicates that the training went well. However, the
objective in visual place recognition is to match Iqi ∈ Q
with the most plausible Idj ∈ D what can quantitatively
be measured in terms of the precision-recall curves as
well as with the area under a curve (AUC) measure
obtained by integrating a precision-recall curve as it is
usual in literature [9], [17]. Another quantitative measure
frequently used is the recall at 100% precision [18].

Although the data we have at disposal for visual place
recognition is drastically different from a classic “linearregression” data, we can reformulate it so that lasso
regression can be applied. In this experiment, each image
Ii ∈ Q ∪ D is forward propagated through a deep convolutional neural network f (·, W) producing the image
representation xi , i.e.:
xi = f (Ii , W) ∈ Rn ,
where f (·, W) is a pretrained neural network architecture
by [16].
To discriminate images from Q and those from D,
we will index them as Iqi ∈ Q and Idj ∈ D. Their
corresponding representations will be denoted as xqi and
xdj . For each image Iqi we will determine its nearest
ground-truth counterpart Id∗i as
xTqi xdj
Idj ∈GT(Iqi ) kxqi kkxdj k

Id∗i = argmax

(32)

while its representation is denoted as x∗di . “Linearregression” data is then formulated as
 T 


xq1
0
 .. 
 .. 
 . 
 . 




 xT 
|Q| − 1
q
 |Q| 
2|Q|×n

 ∈ R2|Q| .
X= ∗ T ∈R
,y=
0 
 xd1 


 . 
 . 
 . 
.

. 
 . 
T
∗
|Q| − 1
xd|Q|
(33)
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(a)

(b)

Fig. 4: Lasso regression for visual place recognition. (a)
The AUC performance of SeqSLAM [3] on the original
representation xi and mapped representation xi θ ∗ . (b)
The AUC performance with respect to various λ values.
For a proof of the concept, in Figure 4a we
plot precision-recall curves for various lengths ds ∈
{31, 43, 51} in the SeqSLAM algorithm3 [3] on the training dataset as well as the state-of-the-art algorithm by [2].
Achieved AUC results are already high given unmodified
data representation xi = f (Ii , W), ∀Ii ∈ Q ∪ D (denoted
in Figure 4a with the label “original”). By performing the
Hadamard product
of θ ∗ and xi = f (Ii , W), ∀Ii ∈
Q ∪ D, i.e. by using xi θ ∗ , ∀i for the representation
(denoted in Figure 4a with the label “mapped”) the AUC
performance is even better, indicating such a representation makes sense. Moreover, for the major part of the
3 SeqSLAM

shown to be the best in terms of AUC for this experiment.
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curve, mapped representation outperforms [2]. However,
AUC for [2] is higher due to the inherent shortcoming
of a sequence-based algorithm – the inability to achieve
higher recall rates [18].
Although linear regression (4) with (33) formulation
fits well to the visual place recognition problem, i.e. the
AUC performance is improved when xi θ ∗ is used as
an image representation, generalization is not achieved. In
other words, when xi θ ∗ representation is used on test
dataset4 , an improvement against the original representation xi in terms of AUC measures is not achieved. From
Figure 4b, where x-axis represents logarithmic scale for λ
values, neither NOSeqSLAM, SeqSLAM nor cone-based
SeqSLAM perform satisfactorily when λ = 0 is used in
the minimization of (6) (AUC ∈ [0.2, 0.25]). However,
when λ > 0, the performance is improved relative to
the performance of λ = 0. Specifically, good results are
achieved for λ ∈ [0.01, 1], while λ > 10 deteriorates
performance drastically. Under the assumption of good
generalization, lasso regression (6) with (33) formulation
could be effective feature selection technique for visual
place recognition.
B. Softmax regression
As the relationship between Q and D data is manyto-many, i.e. each Iqi ∈ Q has at least one match from
D, and vice versa, each Idj has at least on match from
Q, it is possible to formulate matching as a multinomial
classification problem. In this qualitative experiment we
will show that multinomial classification reflects the relationship between data given by ground truth matrix from
Figure 5a.
Though softmax classification is a convex optimization
problem [13, p.74], and our CVXPY implementation passed
the disciplined convex programming test, even after 5
days of running and using approximately 64 GB of RAM,
the problem was not solved. Alongside CVXPY implementation, we implemented this problem with the GPUaccelerated PyTorch package where stochastic gradient
descent is used for optimization.
By the nature of visual place recognition where we aim
to match a query image with images from a reference
database, we cast visual place recognition in the context
of multinomial classification as follows:

T
X = xq1 . . . xq|Q| xd1 . . . xd|D|
(38)


1Iq1 ∈GT (Id1 ) . . . 1Iq1 ∈GT (Id|D| )


..
..
..


.
.
.




1Iq|Q| ∈GT (Id1 ) . . . 1Iq|Q| ∈GT (Id|D| ) 
y =
 (39)


1
...
0




..
.
.
.
.


.
.
.
0
...
1
Essentially, X ∈ R(|Q|+|D|)×n contains all images as
rows, while each component of y ∈ R(|Q|+|D|)×|D| ,
4 The

Freiburg dataset [2] is used in this scenario.
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(a)

(b)

Fig. 5: Softmax regression for visual place recognition.
(a) Intersection of the k-th row and the l-th column
indicates whether the l-th query image matches to the
k-th reference image. (b) When Θ · (X[1 : |Q|, 1 : n])T
is visualized, it truly mimics the ground truth
visualization from (a).

thus y[i, j], ∀i ∈ {1, . . . |Q| + |D|}, ∀j ∈ {1, . . . , |D|}
tells whether an image (either a query or reference image) which representation is placed in the i-th row of
X matches a reference image Idj . Last |D| rows are,
therefore, the identity matrix I ∈ R|D|×|D| . It means that
each reference image corresponds solely to itself.
The qualitative experiment went well in a way that Θ
obtained by minimizing (19) maps X to a prediction which
mimics the ground truth what can be observed from Figure
5b. Alongside qualitative observations, the quantitative
evaluation is performed on the training dataset as shown
in Figure 6a. For the original representation xi , ∀i we
constructed the association matrix5 as
AOrig. = D · QT ,

(40)

where Q ∈ R|Q|×n and D ∈ R|D|×n are comprised
of `2 -normalized images representation from Q and D
respectively. On the other hand, a mapped representation
is not obtained by multiplying `2 -normalized rows of D
with `2 -normalized columns of QT in order to obtain
cosine similarity between each Iqi ∈ Q and Idj ∈ D.
As mentioned, in this scenario, visual place recognition is
casted as a multinomial classification problem, therefore,
the associtation matrix is
AMap. = Θ · QT .

(41)

It is not a surprise that matching algorithms achieved
the perfect precision-recall curve, and implicitly a better
AUC score for (41) meaning that softmax regression
could be, as lasso regression, used for further experiments.
When comparing our optimized representation with the
performane of [2], the same can be said as in the case of
lasso regression.
5 The association matrix A in its A[j, i] component contains a measure
how well Iqi corresponds to Idj , ∀i ∈ {1, . . . , |Q|}, j ∈ {1, . . . , |D|}.
A is further used in an image matching algorithm.
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tion techniques from deep learning because of their good
generalization capability. In particular, instead of a linear
map, we would like to extend this research with deep
convolutional neural networks due to their adequacy on
image data.
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performance of SeqSLAM [3] and NOSeqSLAM [10]
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